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Abstract
Wage inequality between education groups in Germany has increased sharply
in recent decades. This paper studies how compositional changes to the
occupational structure and the geographic distribution of different types of
jobs have affected this type of inequality. Employment has shifted away from
traditionally mid-paying production occupations towards higher-paying cognitive/interactive occupations, and – to a lesser extent – towards low-paying
manual services. However, only workers with university degrees have benefited from the expansion of higher-paid work. This increase in polarization
played out relatively evenly across space. While such occupational shifts
can contribute to between-group wage inequality, in the German case, the
increase in occupational polarization was not large enough to materially
contribute to wage inequality between education groups.
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Introduction

Recent decades have seen a rise in wage inequality in many developed countries.
This development largely results from strong wage growth for highly educated
workers paired with low or negative wage growth for workers in lower education
groups.1 The German case is no exception. Figure 1 shows the rise in wage inequality between education groups in the left panel. This rise in the skill premium
occurred during a time when overall skill attainment increased rapidly. The share
of university graduates quadrupled over the last four decades while the share of
low education workers shrunk to a third (see right panel of Figure 1). The leading
explanation for why wages of high-skill workers rose at a time when their supply increased is skill-biased technological change. Aided by technological advancements,
educated workers became more productive. The resulting increase in demand for
highly educated work simply outstripped the increase in its supply.2
The other aspect of rising wage inequality - the low growth in low-education
wages - lacks an equally simple explanation. Simple models of skill-biased technological change assume that each education level has one wage. Therefore, they do
not account for compositional differences, such as which occupations are prevalent
within each education group, or where jobs in those occupations are located. This
overlooks that occupational changes within education groups are a possible factor
in the growing wage inequality between high-educated and low-educated workers.
For the U.S., Autor (2019) showed that compositional shifts between occupations
and between regions contributed materially to the fall in low education wages.
This paper applies Autor’s analysis to the German case, and explores whether
compositional shifts between occupations and between regions played a similar
role in the German case. It seeks to answer two questions: First, have shifts between occupation groups but within education groups contributed to the increase
in wage inequality? Second, has the geographical distribution of where these shifts
are concentrated contributed to wage inequality?3
The polarization of work is well documented. Ongoing technological change has
reduced employment in mid-skill occupations, which have traditionally afforded
less educated workers an opportunity to earn relatively high wages (e.g., Autor et
al., 2006; Goos and Manning, 2007; Autor et al., 2008). This paper also documents
this type of polarization in the German case: employment in traditionally mid1

For evidence on Germany, the US, and the UK, see Dustmann et al. (2009); Acemoglu and
Autor (2011); Blundell et al. (2018), respectively.
2
This argument has first been made by Katz and Murphy (1992) for the U.S. case.
3
These potential explanations do of course not preclude the existence of other forces that
have suppressed wages, such as de-unionization (Card, 1996; Dustmann et al., 2009) or importcompetition (Autor et al., 2013; Dauth et al., 2014; Autor et al., 2016)
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Figure 1. Wages and Employment by Education group
Notes: The series on the left shows composition-adjusted mean daily wages for each group on
a log scale, using data on full-time workers on 15 June of each year. The procedure follows
Autor (2019): The data are sorted into gender-education-experience groups, with four education
groups, and four potential experience groups (age up to 25, age up to 35, age up to 45, age up to
65). Log daily wages are regressed in each year separately by gender on dummy variables for the
four education categories, a dummy for part-time employment, a third polynomial in experience,
and interactions of experience with the three education categories. The composition-adjusted
mean log wage for each group is the predicted log wage from these regressions evaluated at the
relevant experience level (age 20, 30, 40, or 55). Wages are deflated to 2015 prices using CPI.
Top-coded wages are simulated following the procedure by Card et al. (2013).

wage occupations has fallen while employment in lower-paying and higher-paying
occupations has grown. The new jobs in higher-paying occupations are held almost
exclusively by highly educated workers. The analysis shows, however, that - unlike
in the U.S. - the effect of occupational shifts on between-education group wage
inequality in Germany remains limited.
Regional wage disparities, and higher wages in densely populated regions in
particular, are also a well-known phenomenon (for an overview, see Duranton and
Puga, 2020). In Germany, wages in urban areas are higher for workers of all education levels and in all occupation groups (Grujovic, 2020; Lüttge, 2022). For the
U.S., Autor (2019) documented the role of this geographic dimension for betweeneducation group wage inequality. Mid-wage occupations have disappeared disproportionately from denser regions, eroding the benefit of an urban wage premium
2

for less educated workers.
I explore this pattern in the German case. I find the geographic dimension
to play a lesser role: the changes to the occupational composition have been
distributed relatively evenly across space. As a result, the geographic dimension
of the occupational landscape has not meaningfully impacted between-education
group wage inequality.
The paper proceeds as follows: section 2 presents the data. In particular, it
describes a new clustering of occupations based on the similarity of the tasks they
contain, arising in three occupational clusters: manual services, production occupations, and cognitive/interactive occupations. Section 3 documents the extent
of compositional changes in occupations. It shows how wages have developed as
a result of compositional changes. Section 4 documents changes in the geographical variation in occupations and analyses their contribution to wage inequality.
Section 5 concludes.

2

Data

2.1

Employment and wages

Employment and wage data are from the SIAB data set, a 2 per cent random
sample of administrative social security records in Germany covering the years
1975 to 20174 . It excludes civil servants, the self-employed as well as individuals
in compulsory military or civilian service. Since Eastern German regions are in
the data only from 1992 onwards, the analysis is restricted to workers in West
Germany5 . Further, the analysis focuses on men in full-time employment. Significant movement between part-time and full-time work among women during the
past decades makes it difficult to study women’s wages with the data used here,
since it does not include information on hours worked. A part-time indicator is
only available for later years.
One of the SIAB’s main advantages is the large sample size. The original
dataset has some 62 million observations, containing daily wages for all observed
individuals in work at a regional disaggregation of 330 regions (of which 267 are in
the West). As administrative data, it provides very precise measurements because
misreporting risks severe penalties. Individuals are followed over time, and rep4

SIAB stands for ‘Stichprobe der Integrierten Arbeitsmarktbiographien’ (i.e., ‘Sample of Integrated Labour Market Biographies’). It is available in two versions: the ‘weakly anonymous
version’ and the scientific use file used here, SIAB-R 7517. The weakly anonymous version has
some additional variables and a finer disaggregation of certain variables.
5
Berlin is also excluded from the analysis because it includes only West Berlin before 1992,
and all of Berlin from 1992.
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resentativeness is ensured by supplementation of a random sample of new labour
market entrants each year. I use CPI data to deflate all wages to 2015 prices.
The dataset does, however, have a few drawbacks. First, it is right-censored
at the highest level of earnings that are subject to social security contributions.
To address this, this paper relies on quantiles of the wage distribution as opposed
to the arithmetic mean where possible. In addition, I simulate top-coded wages,
following the procedure by Card et al. (2013), which is in turn based on Dustmann
et al. (2009): I fit a series of Tobit models to log daily wages, and then impute an
uncensored value for each censored observation using the estimated parameters of
these models and a random draw from the associated (left-censored) distribution.
Second, the dataset does not include information on hours worked but only
distinguishes between full-time and part-time workers (part-time being defined as
under 30 contract hours per week). To address this, the analysis in this paper is
restricted to full-time workers.
I use three educational categories: university-educated, workers with completed vocational training, and workers without vocational training6 .
2.2

Occupations

The SIAB data include detailed occupational information. For ease of comparison
and to make the results interpretable, I group the 120 occupational categories into
three clusters of similar occupations. Since we know that occupational switches
tend to occur between similar occupations in terms of their task content (Gathmann and Schönberg, 2010), I define occupation clusters based on task similarity.
To do this, I use survey data on the task content of occupations. I use the
BIBB survey of 2006, which includes 20,000 respondents, their occupation (which
I can match to the occupation codes in the SIAB data), and a response on each of
17 tasks7 , indicating whether the task is carried out ‘often’, ‘sometimes’, or ‘never’.
I then construct a value proxying the importance of each task in each occupation.
To do this, I make the following three assumptions: 1. All tasks done ‘often’ are
equally important. 2. All tasks done ‘sometimes’ are equally important. 3. A
task done ‘often’ is twice as important as a task done ‘sometimes’.8
6

Graduates of universities of applied sciences make up a very small share of employment
and are included with other university graduates. Similarly, there are very few Abitur graduates
without vocational training, so they are included in the group of workers with vocational training.
7
The tasks are: ‘Manufacturing of goods’, ‘Measuring, testing, quality control’, ‘Operating,
controlling machines’, ‘Repairing’, ‘Purchasing, selling’, ‘Transporting, storing, shipping’, ‘Promoting, marketing, PR’, ‘Organizing, making plans, working out operations’, ‘Research, development’, ‘Teaching, training’, ‘Gathering information, investigating, documenting’, ‘Consulting,
advising’, ‘Entertaining, accommodating, preparing food’, ‘Taking care, healing’, ‘Protecting,
observing, controlling traffic’, ‘Working with computers’, ‘Cleaning, recycling, waste disposal’.
8
The survey also includes a question on whether the respondent reports that they do a task
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Rather than relying on a main task defining each occupation, this procedure
uses the full range of tasks carried out in an occupation. This allows a more
realistic comparison of occupations based on their similarity. It yields a value
for each task in the 17-dimensional task space for each occupation. To construct
clusters of occupations that group those with similar task content, I use k-means
clustering with the k-means++ algorithm, resulting in three broad occupational
clusters9 . Based on the main tasks and main occupations in the clusters, I assign
the labels ‘Manual services’, ‘Production’, and ‘Cognitive/interactive’ ex-post.
Table 1 shows the main occupations and main tasks in each cluster. In the first
cluster, “Manual services”, the main tasks are ‘Cleaning’ and other manual tasks.
In the second cluster, “Production”, the main task is ‘Measuring’, while manual
tasks also have high values. The final occupation cluster, “Cognitive/interactive”,
contains occupations with high values in both analytical and interactive tasks.
Table 1. Occupation clusters, their main tasks, and largest component occupations
Cluster

Main tasks

Largest occupations

1 Manual services

Cleaning, recycling, waste
disposal; Transporting,
storing, shipping; Consulting, advising; Measuring, testing, quality
control
Measuring, testing, quality control; Manufacturing of goods; Repairing; Operating, controlling machines

Salespersons; Cleaners;
Motor vehicle drivers;
Furniture packers, transport workers; Hospitality
workers

2 Production

3 Cognitive/interactive

Working with computers;
Consulting,
advising;
Gathering information,
investigating,
documenting;
Organizing,
planning, working out
operations

Assistants (Hilfsarbeiter);
Electrical fitters, mechanics; Motor vehicle repairers; Metal workers; Engine fitters; Locksmiths;
Plant fitters; Plumbers
Office specialists; Nurses,
midwives; Bank specialists; Medical receptionists; Data processing specialists; Wholesale and retail trade buyers, buyers; Social workers, care
workers; Nursery teachers, child nurses

that is missing from the task list. If they respond ‘yes’, I assume that the task list is missing a
task done ‘often’, and consequently reduce the total weights of the other tasks by the value of
one frequent task.
9
The number of clusters, k = 3, is somewhat arbitrary. However, using 4 or 5 clusters results
in almost identical three large clusters and additionally one or two small clusters with very few
occupations.
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The 17-dimensional task space cannot be shown graphically. Instead, Figure
2 shows the task values in each occupation, grouped by occupation cluster. The
colour shades reflect the common task groupings ‘manual’-‘interactive’-‘analytical’
(e.g. Autor et al., 2003; Gathmann and Schönberg, 2010; Spitz-Oener, 2006).
Manual tasks are shown in blue, interactive tasks are shown in orange, and analytical tasks are shown in red. Within each occupation cluster, occupations
are sorted by the total value of analytical tasks. Figure 2 shows that the traditional distinction between manual and interactive tasks does not distinguish
clearly between the clusters ‘manual services’ and ‘production’. The distinction
to the ‘cognitive/interactive’ cluster is more clearly visible because its component
occupations have lower values of manual tasks than the other two clusters.
The occupation clusters defined by Gathmann and Schönberg (2010) and SpitzOener (2006) are also based on BIBB task data. The key difference of the classification presented here is that it is not based on the main task in each occupation
but uses the full task space. Figure 2 shows that many tasks are relevant for each
occupation, so this method is preferable to one that reduces each occupation to a
single task.
By grouping occupations similar in task content, the clustering method yields
occupation clusters between which workers rarely move. This is confirmed by the
transition matrix shown in Figure 2. It shows the frequency of transitions between
occupation clusters observed in the data. The calculations are based on all workers
employed on 31 December of each year y who are also observed in the following
year, and have changed employer between years y and y + 1. Each row represents
the occupation cluster i in year y, and each column represents the destination
occupation cluster j in year y + 1. Each cell shows what percentage of workers
from origin occupation i moved to destination occupation j between years y and
y + 1.
77 per cent of workers in manual services remain in manual services when
changing their job. 75 per cent of workers in production remain in a production
occupation when changing their job. And 84 per cent of workers in a cognitive/interactive occupation remain in their cluster when changing their job. If
workers moved randomly between clusters, the likelihood of moving into each
cluster would be about the relative size of its employment. This is shown in the
final column.
Table 3 is a variation on Table 2 where the sample is restricted to workers who
changed their occupation between two years (as opposed to the occupation cluster). This means it shows between which three occupation clusters workers move
when they move between two of the 120 granular occupations in the data. This,
6
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Figure 2. Occupation clusters, and their occupations’ task values
Notes: The figure shows the task values of each occupation, where occupations are ordered by
their clusters. The task’s colours are chosen to reflect the common task grouping ‘manual’‘interactive’-‘analytical’ (e.g. Autor et al. (2003), Gathmann and Schönberg (2010), Spitz-Oener
(2006))’. The first 23 occupations are in the ‘Manual services’ cluster, the next 49 occupations
are in the ‘Production’ cluster, and the final 48 occupations are in the ‘Cognitive/interactive’
cluster. Some occupation titles in the legend have been abbreviated. For full labels, see footnote
7.

too, shows that workers tend to stay within the same cluster, even when they move
into a new occupation. The result that workers tend to move between occupations
with similar task content has been shown by Gathmann and Schönberg (2010).
Table 3 confirms it holds for the occupation clustering used in this paper.
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Table 2. Transition matrix occupation clusters

Origin occ cluster
Manual services
Production
Cognitive/interactive
Total

Manual
services
77.4
9.8
12.8
100.0

Production
17.7
74.8
7.5
100.0

Cognitive/
interactive Total
12.2
33.8
3.9
18.3
83.9
47.8
100.0
100.0

Notes: The table shows transitions between occupation clusters, in per cent. The calculations
use all workers employed at a cutoff date of 31 December of each year if they are observed
in two consecutive years, and have changed job between the years. Each row represents an
origin occupation cluster. Each column represents a destination occupation cluster. Each cell
shows what percentage of workers from an origin occupation cluster moves into each destination
occupation cluster. For example, 77.4 per cent of workers in manual services move into a new
job in manual services when they change their job. The final column shows the total size of each
occupation cluster.

Table 3. Transition matrix occupation clusters, conditional on granular occupation
change

Origin occ cluster
Manual services
Production
Cognitive/interactive
Total

Manual
services
51.6
20.7
27.7
100.0

Cognitive/
Production interactive Total
27.5
23.2
32.1
58.1
9.7
22.9
14.4
67.0
45.0
100.0
100.0
100.0

Notes: The table shows transitions between occupation clusters, in per cent. Unlike in Table 2, the sample is restricted to workers who have changed their granular occupation (of 120
categories) between the two years. The calculations use all workers employed at a cutoff date
of 31 December of each year if they are observed in two consecutive years, and have changed
job and occupation (of 120 granular occupations) between the years. Each row represents an
origin occupation cluster. Each column represents a destination occupation cluster. Each cell
shows what percentage of workers from an origin occupation cluster moves into each destination
occupation cluster.
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3

Occupational change and wage inequality

Employment shifts between occupation groups over time. Significant compositional changes between occupations are a possible factor in exerting downward
pressure on mid- and low-education workers: when well-paying jobs disappear for
groups of the workforce, and alternative jobs are less lucrative, this results in falling
average wages for the group. This section documents the extent of compositional
changes in occupations, and how wages have developed between groups.
3.1

Occupational change

Figure 3 shows the employment share observed in each occupation group between
1975 and 2017, for all workers and separately by education group. The left panel
displays employment shares for all workers. It shows that cognitive/interactive
occupations are the largest occupation cluster and have grown consistently over
time. At the same time, production occupations have shrunk in size. Manual services is the smallest group, and has changed little over time. Overall, then, a large
share of employment has shifted from production work to cognitive/interactive
work.
The other three panels show the size of the three occupation groups for each
education group separately. Three observations are important: first, high education workers are employed almost exclusively in cognitive/interactive jobs. The
share in the other two occupation groups has gone up but remains very low overall.
Second, for low education workers, production occupations make up the largest
share of employment. This remains true even after production work has fallen in
relative size. Third, since we know that the low education group has also shrunk
in relative size (see Figure 1), we can conclude that the overall fall in production
work is partly due to a compositional change in the size of the three education
groups, and partly due to the fall in production work within the low and mid
education groups.
This fall in production work can also be seen in Figure 4, which shows the
decadal change in the employment share for the three occupation clusters, with
a different colour for each education group. Production employment fell overall
in each decade since the 1980s, and it also fell within the mid and low education
groups in most decades. The share of low education workers fell in all occupation
groups but most significantly in production work. The share of mid education
workers also fell in production work and grew in the other two occupation groups.
Figure 4 is also informative about the polarization of work. The occupation
groups are ordered by wage levels. So the U-shaped pattern in the figure represents
9
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Figure 3. Employment shares over time by occupation group
Notes: The figure shows employment shares over time by occupation group. The left panel
shows workers of all education groups. Panels two to four show the same series separately for
low education, middle education, and high education, respectively. The y-axis shows employment
share measured over the full year, i.e., the number of working days observed in the sample divided
by 365.

the familiar picture of polarization: overall, mid-paying occupations have shrunk,
while low-paying and high-paying occupations have grown. 10 This overall picture
is brought about by polarization within the mid education group, and by changes
in the sizes of the low and high education groups.
3.2

Changes to the wage structure

As employment shares have shifted between education groups and between occupation groups, the wages between them have also changed. Figure 5 shows wage
series by occupation group for all workers (left panel) and for each education group
separately, analogous to the employment series shown in Figure 3. The left panel
shows that wages in cognitive/interactive occupations are not only the highest
among the three occupation groups but they have also been growing the most
consistently. Wages in production have remained largely stable since 1990. Wages
10

On average, wages are lowest in manual services and highest in cognitive/interactive occupations, so ‘low-paying’, ‘mid-paying’, and ‘high-paying’ occupations here refer to manual services,
production, and cognitive/interactive occupations, respectively.
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Figure 4. Employment share change by occupation group, by decade
Notes: The graph shows the percentage point change in total employment in each occupation and
education group. Each bar shows the percentage point change in employment of an occupation
group by decade: 1980s, 1990s, 2000s, 2010-2017. Occupation groups are ordered by the median
wage for full-time male workers over the entire sample period (lowest: manual services to highest:
cognitive/interactive).

in manual services have fallen in the last few decades. As a result, wages have
diverged between the occupation groups.
The other panels in Figure 5 show occupational wage series for each education
group separately. Several interesting patterns are visible: First, wages in production are higher than in manual services across education groups. Second, wages in
cognitive/interactive occupations have developed differently by education group,
having increased a lot for high education workers, increased moderately for mid education workers, and fallen significantly for low education workers. In other words,
the education premium has increased within cognitive/interactive occupations.
3.3

Occupational polarization and counterfactual wages

The analysis above shows that the occupational landscape has changed significantly over the last several decades, as well as the educational composition within
occupations. In light of rising wage inequality between education groups demonstrated in Figure 1, we might ask whether occupational change contributed to
wage inequality, i.e., how wages would have changed if only the occupational com11
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Figure 5. Daily wages by occupation group
Notes: The figure shows median daily wages over time by occupation group. The left panel
shows workers of all education groups. Panels two to four show the same series separately for
low education, middle education, and high education, respectively. Wages are median wages for
male full-time workers within each group, computed over all employment in a year.

position had changed but wages within occupations had not.
We can decompose an education group’s wage growth into changes in shares
of workers in different occupation groups and changes in the mean wages in those
occupation groups. This can be seen when writing the change in the mean log
wage of education group j between two years t0 and t1 as
∆w̄jτ =

X

(αjkt1 ωjkt1 − αjkt0 ωjkt0 )

(1)

k

where αjkt is the share of group j workers in occupation k in year t, and ωjkt is
their mean log wage in that occupation and year.
If we hold the occupational wages fixed, i.e., we assume that the wage within
each occupation group does not change from its original level for each education
group (ω̄jkt0 = ωjkt0 = ωjkt1 ), then equation 1 becomes equation 2, the counterfactual wage for education group j:
∆w̃jτ =

X

ω̄jkt0 (αjkt1 − αjkt0 ) .

k

12

(2)

This counterfactual represents the wage change that would have occurred if occupation-education cell wages had not changed since the beginning of the period.
Alternatively, we can hold occupation shares fixed. This represents the counterfactual wage change that would have occurred if occupation-education cell employment shares had not changed since the beginning of the period. Formally, if
we hold employment shares fixed (ᾱjkt0 = αjkt0 = αjkt1 ), then equation 1 becomes
equation 3, the alternative counterfactual wage for education group j:
∆ŵjτ =

X

ᾱjkt0 (ωjkt1 − ωjkt0 ) .

(3)

k

We can interpret the two versions of the counterfactual wage change ∆w̃jτ and
∆ŵjτ as component parts of the factual wage change ∆w̄jτ . For this interpretation,
P
it makes sense to include the final component, k ∆αjτ ∆ωjτ :11
∆w̄jτ = ∆w̃jτ + ∆ŵjτ +

X

∆αjkτ ∆ωjkτ .

(4)

k

The interpretation of the last part of the expression in equation 4 is less inP
tuitive than the other components. k ∆αjτ ∆ωjτ captures how employment and
wage changes interact: have workers moved into occupations where wages have
been growing or into occupations where wages have been falling? Figure 6 visualizes this for the low and mid education groups. The round markers show
the median wages in 1980 of each education-occupation cell and the employment
share of that cell in 1980 employment by education group. The arrows indicate
in which direction and to what extent educational employment shares and wages
moved between 1980 and 2017. For low education workers, this shows that the
employment share increased the most in the occupation group where wages fell
the most. In other words, employment shifted into those occupations where wages
fell. For mid-education workers, on the other hand, we see the opposite picture:
employment shifted towards the occupation group that saw the largest increase in
wages.
Figure 7 shows the results from the decomposition of equation 4. This allows
us to judge the quantitative importance of each of the three components. The
11

To see this, write
P ∆w̄jτ
=P
∆w̃jτ + ∆ŵjτ + k ∆ωjkτ P
∆αjkτ =
P
= Pk ωjkt0 (αjkt1 − αjkt0 ) + k αjkt0 (ωjkt1 − ωjkt0 ) + k ∆ωjkτ ∆αjkτ
= Pk (αjkt1 ωjkt0 − αjkt0 ωjkt0 + αjkt0 ωjkt1 − αjkt0 ωjkt0 + (ωjkt1 − ωjkt0 )(αjkt1 − αjkt0 ))
= k (αjkt1 ωjkt0 − αjkt0 ωjkt0 + αjkt0 ωjkt1 − αjkt0 ωjkt0
P +αjkt1 ωjkt1 − αjkt0 ωjkt1 − αjkt1 ωjkt0 + αjkt0 ωjkt0 )
= k (αjkt1 ωjkt1 − αjkt0 ωjkt0 )
= ∆w̄jτ
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left panel shows how actual real wages developed for different education groups:
mean wages, indexed at 1980 levels. High education wages increased throughout;
mid education wages have increased only moderately since around 1990; and low
education wages have fallen since 1990. The grey series shows the average between
the groups, where the weights reflect changes in the education groups’ sizes.
The second panel shows ∆w̃jτ : how wages would have developed if workers
had moved between occupations as they did but the wages in those occupations
had not changed. In this scenario, wages of all the education groups are largely
flat. This tells us that the reallocation between occupation groups cannot account
for the fall in low education wages. Interestingly, the series for all workers in
the counterfactual scenario shows a slight increase in wages. This reflects the
contribution of the increased average education level to average wages.
Note that since occupation-education cell wages are held constant at 1980
levels in this scenario, it abstracts from any productivity growth that occurred
since then. So we would not expect the counterfactual scenario in panel two to
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show the strong wage growth exhibited in the high education group, or any or all
of the moderate growth in the mid education group. It was less clear, however,
ex-ante whether it would explain the fall in low-education wages.
In addition, this scenario abstracts from how the composition of occupations
affects wages between occupations. For instance, as manual jobs disappeared and
the workers within those jobs move to other occupations, the increased supply in
those occupations exerts downward pressure on wages in them. In other words, we
are holding prices fixed while varying quantities, and are not considering general
equilibrium effects.
The third panel shows ∆ŵjτ : how wages would have developed if workers
had not moved between the occupation groups since 1980 but the wages within
education-occupation cells had developed as observed. In this scenario, we are
varying prices while holding quantities fixed. These series track the factual series
in the first panel very well. This means that within-occupation wage developments explain almost the entirety of the factually observed wage changes between
education groups.
The fourth panel of Figure 7 shows the final component of equation 4: the
interaction of wage changes and employment changes in each education group.
The series in this panel are also mostly flat. Even though Figure 6 shows that low
education workers moved into occupations where wages fell, this phenomenon is
not a quantitatively important factor for the fall in wages in this group.
A direct comparison to the U.S. case is informative. Figure 8 shows equivalent
results for the U.S. (the underlying data are from Autor (2019), computed from
the Current Population Survey, CPS). In the U.S., the first counterfactual series
shows that occupational reallocation has contributed little to the fall in wages of
lower education groups. However, it cannot account for the magnitude in wage
decreases. Nonetheless, this is a clear difference between the two cases. In Germany, occupational reallocation explains none of the wage compression, whereas
it has some explanatory power in the U.S. In both cases, however, wage changes
within occupations matter more (see panel three). The third component is of no
importance to between-group wage inequality in the U.S. case.
The important caveat to the decomposition exercise in this section results
from its reliance on means. It therefore ignores the distribution of wages within
occupation-education cells. It assumes that the mean wage within an occupationeducation cell does not change as the composition changes. If the decline in jobs
in manual occupations, for example, does not occur at the mean of occupationeducation wages but at the lower end, this assumption will be violated. One
reason why this might occur is that occupational change might occur in different
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Figure 7. Wages by occupation group, 1980-2017
Notes: This figure shows results from the decomposition of equation 4. The left panel shows
actual mean wages indexed at 1980. The grey series shows the average between the groups,
where the weights reflect changes in the education groups’ sizes. The second panel shows ∆w̃jτ :
how wages would have developed if workers had moved between occupations as they did but the
wages in those occupations had not changed. The third panel shows ∆ŵjτ : how wages would
have developed if workers had not moved between the occupation groups since 1980 but the
wages within education-occupation cells had developed as observed. The fourth panel shows
P
k ∆αjkτ ∆ωjkτ : the interaction of wage changes and employment changes in each education
group. The sample is restricted to men in full-time employment.

locations, where wage levels differ. This possibility is explored in the next section.
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Figure 8. U.S. wages by occupation group, 1980-2016
Notes: This figure shows series equivalent to those in Figure 7, using U.S. data from Autor (2019).
Panels 1 to 3 are also shown in Autor (2019). The left panel shows actual mean wages indexed at
1980. The grey series shows the average between the groups, where the weights reflect changes
in the education groups’ sizes. The second panel shows ∆w̃jτ : how wages would have developed
if workers had moved between occupations as they did but the wages in those occupations had
not changed. The third panel shows ∆ŵjτ : how wages would have developed if workers had not
moved between the occupation groups since 1980 but the wages within education-occupation
P
cells had developed as observed. The fourth panel shows k ∆αjkτ ∆ωjkτ : the interaction of
wage changes and employment changes in each education group.

4

Occupational geography

The occupational landscape differs between locations. Just as regions specialize in
certain industries, local labour markets specialize in occupations, such as high-skill
services or technical jobs. Population density is one factor that explains some of
that specialization.
The bin-scatter in figure 9 shows this regularity. For each occupation group, it
displays how the employment share varies with population density relative to the
national average in 1980. Each dot represents about 5 per cent of the population.
Consider the blue circles for production occupations (middle panel). In the densest regions, production occupations made up ten percentage points less of total
employment in 1980 than in the national average, while they made up about five
percentage points more in less dense regions. As the share of production occupa-
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tions in total employment fell over time, the curve shifts downwards: production
occupations disappeared from all regions. The slope of the curve also becomes
a little steeper: production occupations disappeared more in cities than in rural
areas.
For cognitive/interactive occupations, we see the opposite picture: this group
of occupations is more prevalent in denser regions. Since 1980, these occupations
have grown in both dense and less densely populated regions (an upward shift of
the curve). The slope has not changed, showing that the growth in this occupation
group has played out evenly across space. Manual service occupations have a
flatter slope: while they are a little more prevalent in denser regions, this gradient
is much lower than for the other two occupation groups.
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Figure 9. Occupational employment shares by region size, 1980, 2000, and 2017
Notes: The figure shows employment shares by region size in a bin-scatter. Employment shares
are relative to the national share in 1980. Each plotted point represents approximately five per
cent of workers in the year. The sample is restricted to men in full-time employment.

Figures 10 to 12 show equivalent diagrams by education group. For low education workers, we can see that the fall in production employment is more prevalent
in cities: the slope has become steeper. At the same time, manual service jobs
have grown in cities but not in rural areas for low education workers. This means
that the shift to lower-paying occupations has a geographical dimension for this
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education group: better-paying occupations have disappeared mostly in urban
areas.
For mid and high education workers, the geographic patterns have changed
less over time: For the mid education group, the slope in the curves have not
changed: while production employment has decreased and manual services as well
as cognitive/interactive employment has increased, this pattern has played out
largely evenly across space for mid education workers. For high education workers,
we know that most employment is in the cognitive/interactive occupation group.
The small share of workers who are not in this occupation group are more likely
to work outside of urban areas. This pattern has also not changed over time.
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Figure 10. Occupational employment shares by region size, 1980, 2000, and 2017,
low education
Notes: The figure shows employment shares by region size in a bin-scatter: separately for each
occupation cluster and restricted to workers in the low education group (without vocational
training). Employment shares are relative to the national share in 1980. Each plotted point
represents approximately five per cent of workers in the year. The sample is restricted to men
in full-time employment.

Figure 13 shows the employment share of each of the education groups by
region density. The shifts in the curves in the left and right panels reflect the decrease in low education numbers and the growth in college graduates, respectively
(as shown more succinctly in Figure 1). The right panel also shows that there
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Figure 11. Occupational employment shares by region size, 1980, 2000, and 2017,
mid education
Notes: The figure shows employment shares by region size in a bin-scatter: separately for each
occupation cluster and restricted to workers in the mid education group (with vocational training
or Abitur). Employment shares are relative to the national share in 1980. Each plotted point
represents approximately five per cent of workers in the year. The sample is restricted to men
in full-time employment.

is a rising urban gradient in college degree holding, even though the numbers of
college workers increased everywhere. The middle panel shows that there used to
be no density gradient in middle education workers, but their share has gone up
in rural areas while it has gone down in cities, leading to a new negative density
gradient in mid education workers.
The above figures and discussion show that the occupational change documented in Section 3 has not played out evenly across space. This phenomenon
is particularly visible for low education workers, whose better-paying production
jobs have chiefly disappeared in larger regions. This observation is relevant for
our initial question of how occupational change affected wage inequality between
education groups because wages in urban areas tend to be higher.
These urban wage premia are shown in Figure 14 (median daily wages by
population density and education group). For all education groups, wages are
higher in denser urban labor markets. In percentage terms, this relationship is
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Figure 12. Occupational employment shares by region size, 1980, 2000, and 2017,
high education
Notes: The figure shows employment shares by region size in a bin-scatter: separately for each
occupation cluster and restricted to workers in the high education group (university graduates).
Employment shares are relative to the national share in 1980. Each plotted point represents
approximately five per cent of workers in the year. The sample is restricted to men in full-time
employment.

strongest for the low education group, and this remains true even after wages
have fallen.
Taken together, these patterns suggest that the geographical dimension to
occupational change may have contributed to the fall in low education wages. In
this group, production jobs disappeared primarily in urban areas, and shifted to
lower-paying manual services jobs. At the same time, the urban wage premium
in this education group is particularly strong. The next section examines whether
this development has played a role in falling low education wages.
4.1

The wage distribution

To assess the role of the geographical dimension for between-group wage inequality,
we can reconsider the counterfactual exercise of Figure 7, taking the full distribution of workers across space into account. This method is based on DiNardo
et al. (1996). It allows us to construct a counterfactual wage distribution that
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Figure 13. Education employment shares by region size, 1980, 2000, and 2017
Notes: The figure shows employment shares by region size in a bin-scatter, separately for each
education group. Each plotted point represents approximately five per cent of workers in the
year. The sample is restricted to men in full-time employment.

would have emerged if occupational composition and occupational geography had
evolved as observed while wage levels by occupation and location are held fixed.
The observed wage distribution in year t0 can be written as the joint distribution of wages w and covariates z (e.g., occupation and/or location), integrated
over the domain of covariates in year t0 , denoted as Ωz :
Z
dF (w, z | tw,z = t0 )

ft0 (w) =

(5)

z∈Ωz

This can be rewritten as:
Z
ft0 (w) =
dF (w, z | tw,z = t0 )
z∈Ωz
Z
=
f (w | z, tw = t0 )dF (z | tz = t0 )

(6)

z∈Ωz

≡ f (w; tw = t0 , tz = t0 )
The last line introduces the notation for expressing counterfactuals in the following way: f (w; tw = 2000, tz = 2000) represents the actual distribution of wages
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Figure 14. Real Daily Wages by education group, 1980, 2000, and 2017
Notes: The figure shows daily wages by region size in a bin-scatter, separately for each education
group. Each plotted point represents approximately five per cent of workers in the year. The
sample is restricted to men in full-time employment.

in 2000, whereas f (w; tw = 1980, tz = 2000) represents the distribution of wages
that would have materialised in 2000 if the wage schedule within groups had remained as it was in 1980 while individual attributes z had developed as they
have.
Under the assumption that the 2000 structure of wages, f (w | z, tw = 2000),
does not depend on the distribution of attributes, the hypothetical density
f (w; tw = 1980, tz = 2000) is

Z
f (w | z, tw = 1980) dF (z | tz = 2000)

f (w; tw = 1980, tz = 2000) =

(7)

Z
≡

f (w | z, tw = 1980) ψz (z)dF (z | tz = 1980)

where the reweighting function ψz (z) is defined as
ψz (z) ≡

dF (z | tz = 2000)
dF (z | tz = 1980)
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(8)

The counterfactual density f (w; tw = 1980, tz = 2000) is the density that would
have been realised if individual attributes had developed as they have but workers
had been paid according to the wage schedule observed in 1980. We ignore the
impact of changes in the distribution of z on the structure of wages (i.e., the
general equilibrium).
We can see from equation 7 that the counterfactual density is identical to the
1980 density except for the reweighting function. With an estimate for ψz (z), we
can estimate the counterfactual density.
To obtain an estimate for the reweighting function, we invert it using Bayes’
rule:
ψ̂z (z) =

Pr (tz = 2000 | z) Pr (tz = 1980)
dF (z | tz = 2000)
=
×
dF (z | tz = 1980)
Pr (tz = 1980 | z) Pr (tz = 2000)

(9)

The first part of this expression, Pr (tz = 2000 | z)/Pr (tz = 1980 | z), can be
estimated with a logit model. The second part, Pr (tz = 1980)/Pr (tz = 2000), is
simply computed from the ratio of numbers of observations in the sample.
4.2

Effect of changes in occupational structure

In the first counterfactual analysis, I asked the question “How would wages have
developed if the occupational wage structure had not changed but individual factors had changed as observed?”. This means I hold occupational wages fixed while
allowing workers to move between occupations and locations as observed. This is
the same question that I addressed in the first counterfactual scenario of Section
3.3. The difference here is that I am estimating the full counterfactual distribution, so that I am not limited to counterfactual means but can compare median
wages.
In this case, the vector z is a set of occupation dummies. Since we want to
compute counterfactual wages for all education groups, the model is estimated
separately for each education group. I then reweight the base year wage distribution to reflect the subsequent occupational distribution during each subsequent
year (following equation 7). The results are shown in the middle panel of Figure
15. As expected, they look very similar to the decomposition of means shown in
panel two of Figure 7: the counterfactual wage series are largely flat. The only
clear difference is that the counterfactual series of the low education group shows a
slight increase. This suggests that at the median, reallocation between occupation
groups led to a slight increase in wages of low education workers. In any case,
occupational reallocation has not contributed to the fall in wages of this education
group.
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In the second counterfactual, we want to hold the occupational and locational
wage structures fixed. In other words, we want to reweight the base year wage
distribution to reflect changes in occupational structure and changes in locations.
This is done by adding an interaction term of population density and the three
broad occupation categories used above to the vector z. The resulting counterfactual series is shown in the third panel. It shows that the geographic dimension to
occupational change has not compressed wages further.
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Figure 15. Observed and counterfactual changes in real median daily log wages,
1980-2017
Notes: This figure shows actual and counterfactual changes in real median daily log wages,
indexed to 1980. The first panel shows observed median daily log wages. The second panel shows
how median daily log wages would have developed if workers had moved between occupations
as they did but the wages in those occupations had not changed. The third panel shows how
median daily log wages would have developed if workers had moved between occupations and
locations as observed but occupation-location wages had not changed over time. The sample is
restricted to men in full-time employment.

Figure 16 shows equivalent results from the US (from Autor (2019), based on
Census and ACS data). It shows that, in the US, occupational change has contributed to the fall in wages for lower education groups. There also is a difference
between panels two and three, albeit only small. Nonetheless, where better-paying
jobs were lost exerted a slight additional downward pressure on low-education
workers’ wages.

25

Actual

Occupational Change Only

Occupation + Urban/Non-Urban

0.4

0.4

0.4

0.3

0.3

0.3

0.2

0.2

0.2

0.1

0.1

0.1

0.0

0.0

0.0

-0.1

-0.1

-0.1

-0.2

-0.2

-0.2

-0.3

-0.3
1970

1980

1990

2000

2010

High School Dropout
Bachelor's Degree

-0.3
1970

1980

1990

2000

2010

High School Graduate
Graduate Degree

1970

1980

1990

2000

2010

Some College

Figure 16. US: Observed and counterfactual changes in real hourly log wages,
1980-2017.
Notes: This figure shows series equivalent to those in Figure 15, using US data from Autor
(2019). It shows actual and counterfactual changes in real median daily log wages, indexed to
1980. The first panel shows observed median daily log wages. The second panel shows how
median daily log wages would have developed if workers had moved between occupations as they
did but the wages in those occupations had not changed. The third panel shows how median
daily log wages would have developed if workers had moved between occupations and locations
as observed but occupation-location wages had not changed over time.

5

Conclusion

This essay has explored whether compositional changes between occupations and
between regions have contributed to the increasing wage inequality between education groups between 1980 and 2017. My analysis documented that wages between education groups have diverged significantly in the past years. At the same
time, the relative sizes of the education groups have changed such that the average
education level has increased. The occupational landscape has also changed significantly, bringing about occupational polarization. These changes have played out
largely evenly across space, so that the geographical dimension is less prominent
than has been documented for the US.
Examining how these changes to the structure of the labour market affected the
wage levels between education groups shows that wage changes within educationoccupation cells are paramount in explaining the development in between26

education group wage inequality. While occupational shifts led to polarization
to some extent, this did not materially drive wage inequality between education
groups. The same is true for the geographical dimension: while geographically
uneven occupational polarization could potentially add to between-group wage
inequality, this phenomenon was not strong enough in the German case to significantly drive wage inequality.
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